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Abstract.  This paper describes Pittsburgh Pattern Recognition's par -
ticipation in the face detection and tracking tasks for the C LEAR 2007
evaluation. Since CLEAR 2006, we have made substantial progress in
optimizing our algorithms for speed, achieving better than real-time pro-
cessing performance for a speed-up of more than 500 over the past two
years. At the same time, we have maintained the high level of accuracy
of our algorithm. In this paper, we rst give a system overvie w, briey
explaining the three main stages of processing: (1) frame-based face de-
tection; (2) motion-based tracking; and (3) track ltering . Second, we
report our results, both in terms of accuracy and speed, over the two
test data sets: (1) the CHIL Seminar corpus, and (2) the VACE M ulti-
site Meeting corpus. Finally, we o er some analysis on both speed and
accuracy performance, and how these compare with our perfomance in
CLEAR 2006.

1 System Description

Similar to our work for the CLEAR 2006 evaluation [1], our processing for
CLEAR 2007 proceeds in three stages: (1) frame-based facetdetion; (2) motion-

based tracking; and (3) track Itering. However, over the past couple of years, we
have introduced a large number of changes and additions tasfed at accelerating
speed performance while maintaining system accuracy. Belg we give a full de-
scription for each processing stage, focusing particulaylon system modi cations

implemented since CLEAR 2006.

1.1 Frame-based Face Detection

Face nding: Atthe heart of our system lies PittPatt's robust face nder, avail-
able for single-image testing through our web demo ahttp://demao.pittpatt.
com® Conceptually, this current version of the detection algorthm builds on

! For the evaluation, two parameter settings di er from the de fault settings on the
web demo. First, we con gured the face nder to search for fac es with an inter-
ocular distance as small as four pixels, approximately 50% smaller than for the web



the approach described in [2][3]; however, we have implemesd large-scale im-
provements, both at the algorithm and code level, to dramatically boost speed
performance. First, the detector has been radically re-degned to speed up per-
formance algorithmically through:

1. Sharing of common computation across multiple detectorge.g. frontal, pro-
le, tilted);

2. Reduced stage-1 complexity within the detector?

3. Replaced vector quantization with sparse coding to impree speed of prob-
ability table look-ups;

4. Reduced the size of probability models (i.e. histogramsjo minimize memory
bottlenecks; and,

5. Improved termination of the classi er search in late stages of the detector.

Second, we re-engineered substantial portions of the cod® tminimize compu-

tational bottlenecks. This e ort has paid o most signi can tly for expensive

inner-loop computations (e.g. the wavelet transform) which have been largely
re-written directly in assembly. When practical, these new code segments par-
allelize vector computations through Intel's SSE instruction set extensions, and
minimize cache misses through improved memory access pattes.

Third, we have implemented two distinct parallelization schemes that allow
the detector to exploit the resources of multi-core and/or nulti-CPU platforms.
For real-time systems, where response time is critical, palelization occurs at
the video-frame level, such that processing for each framesidistributed across
all available processors and video frames are processed irder. The main disad-
vantage of this approach, however, is that this type of paralelization introduces
communication overhead between processors, and does nottially scale to large
core/CPU counts. Therefore, we implemented a second bu erd parallelization
scheme for stored media that allocates one video frame per pcessor. While
this can result in short-term, out-of-order processing of wdeo frames, and, con-
sequently, requires bu ering of the input video, this approach vastly reduces
communication overhead and, as such, is highly scalable to &arge number of
processors. The speed results reported in this paper corngsnd to this second,
bu ered implementation.

For each detected face, we retain the following meta-data: 1) face-center
location (x;y); (2) face sizes; (3) one of ve possible pose categories { namely,
frontal, right/left pro le, and 30 tilted; and (4) classier condence c, ¢
0:253

demo. Second, we set our normalized log-likelihood () threshold to be -0.75 (instead
of 0.0). While this lower setting generates more false alarms, it also permits more
correct detections. Later processing across frames (desdbed in Secs. 1.2 and 1.3) is
able to eliminate most of the introduced false alarms, while preserving more correctly
detected faces.

2 Earlier stages in the detector typically consume more CPU cy cles since they have to
process all and/or larger portions of the image position-scale space.

% Classi er con dence c is related to the detection log-likelihood Il by c= Il +1.



Selective visual attention: In previous evaluations (e.g. VACE 2005, CLEAR
2006), the face nder processed every video frame at all pasdbns and scales, in-
dependent of previous-frame detection results or the levebf change between
consecutive video frames. This approach is quite wastefuhiterms of computa-
tion, since video contains an enormous amount of visually réundant information
across time. As such, for the CLEAR 2007 evaluation, we implmented selective
visual attention, an algorithm that focuses computational e ort for the dete ctor
on the most necessary (i.e. changed) parts of each frame. Inrbad terms, the
algorithm proceeds as follows. First, we periodically proess a full frame inde-
pendent of the properties of the input data. Thesekey framesprovide a reference
point for subsequent frames and prevent detection errors fsm propagating be-
yond limited time spans. For this evaluation, we set the keyframe rate to 15.
Then, for all intermediate frames, we determine those regions that have changed
su ciently since the last key frame so as to require examination by the face
nder. We apply the face nder only to these regions of change and then merge
the resulting partial face- nder output with the full-fram e results from the last
processed key frame.

Fig. 1 illustrates our selective attention algorithm for two sample video
frames. While this example results in only one region of chage [Fig. 1(a)-(e)],
the selective attention algorithm frequently generates mitiple, spatially disjoint
regions, which our system trivially accommodates. In the meging of partial re-
sults with key-frame results [Fig. 1(f)-(h)], we arbitrate the combined output to
eliminate possible duplicate detections for the same face.

1.2 Motion-based Tracking

In motion-based tracking, we exploit the spatio-temporal mntinuity of video to
combine single-frame observations into face tracks, eachf avhich is ultimately
associated with a unique subject ID. For this evaluation, the tracking algorithm
is substantially di erent from the algorithm applied in pri or evaluations. First,
the new algorithm is causal previously we tracked both forward and backward in
time [1]. Second, we now utilize a globally optimal matchingalgorithm [4] [5] for
associating observations across frames, similar to that &l for matching ground
truth data to system output by CLEAR evaluators. Third, we ha ve re-engineered
the code for faster performance, primarily through the implementation of e -
cient, dynamic linked data structures. Below, we describe he revised tracking
algorithm in greater detail.

Motion model: Let (z¢;¢), zy = [Xt;Yi;st]", denote the face location and
size, and the classier con dence in framet for a given person. Now, assume
that we have a collection of these observations for that persn fort 2 [0:::T],
and, furthermore, assume that the person's motion is goverad by a second-order
motion model:

2= ag+ at+ a2t2 (1)



®) threshold and median filter

(c) connected components (d) initial region set

(g) partial frame 14 result (h) final system output

Fig. 1. Selective visual attention algorithm: (a)-(e) determine r egions of change; (f)-(h)
detect faces for selected regions and merge results with keyframe detection results.

the parameters of which { ap, a; and a, { must be updated with each new
frame. To do this update for framet, we minimize J:

Xt
J(ap;a;az) = Ck
k=0

tKjize A% t2[0::T] 2)

Note that each term in the above sum is weighed by two factors(1) the classi er
con dence, thus giving more weight to higher-con dence degctions, and (2) an
exponential decay , 0< < 1, giving more weight to more recent observations
(we set = 0:75). The minimization of egs. (2) can be solved recursivelyhrough
the square root information lter (SRIF) algorithm [6]. This algorithm is math-
ematically equivalent to weighted recursive least squaresbut requires no matrix
inversion. We de ne track con dence m; as:

P
me=1= j"] ©)

where " denotes the estimated covariance inz;, thereby incorporating both
classi er con dence and motion-model con dence into m;.



Data association: The above discussion assumes that the data association
problem { the correct matching of IDs across frames { is solvd; this is, however,
not the case when multiple faces are present. Let us assumedhwe have a set
of partial face tracks Zy 1 = fz} ,g,i 2f1:::Mg, through frame (t 1), and a
set of unassociated detector observationZ; = fzlg,j 2f1:::Ng, for frame t.
To associate the existing tracks with the new observationsdr frame t, we rst
predict 7 = f2lg, i 2 f1:::Mg, using the current motion-model parameters
(ah;al;al) and eq. (1). Next, we map all observations2] and z} to bounding
boxes B\{ and B/, respectively? For these bounding boxes, we then compute
the following con dence-weighted association measurd;; for prediction ?! and
detector observationz| :

(4 — |
Jij = G 1C|t Fi; |.f Fi;j thresh )
0 if lij < thresh
where T .
B! . Bi _
M = B‘_'S? = area overlap ratio: (5)
t t

The threshold yesn disallows associations for weak spatial overlaps. Given
J=1J;90i2fl:::Mg,j 2f1:::Ng, we apply the Hungarian algorithm [4]
[5] to compute the globally optimal association between préictions Z'; and new
observationsZ;. If no appropriate match is found for 2}, we setc = 0.

Track initiation and termination: New tracks are initiated for any observa-
tion z} that is not associated with an existing face track throughJ . A track only
becomes valid, however, once the classi er con dence and the track con dence
m; exceed acceptance thresholdaccept @and Maccept , respectively. A valid track
is terminated if (1) no new detector observation has been asxiated with that
track for at least three frames or (2) ¢; and m; fall below rejection thresholds
Creject and Mygject , respectively. In our system con guration:

Creject < Caccept aNd Mygject < M accept : (6)

1.3 Track Filtering

After motion-based tracking, we nalize our results with a few additional pro-
cessing steps. While motion-based tracking can successfutrack through very
short-term (i.e. a few frames) occlusions or missed deteaihs, the track con -
dencem; deteriorates quickly for longer time gaps, due to the exponastial decay
. As a result, incorrect ID splits occur. Therefore, we mergethe subject ID of
tracks if they meet certain spatial consistency criteria ard do not overlap tem-
porally. We apply three principal spatial consistency tests: (1) mean distance

4 A bounding box B is fully de ned from observation z and the canonical dimensions
of a given detector { 32 24 for frontal faces, 40 32 for pro le faces.
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Fig. 2. Bounding-box adjustments for the VACE and CHIL tasks. The ho rizontal and
vertical o sets are relative to the absolute width and heigh t of the bounding box,
respectively.

between two tracks; (2) covariance-weighted mean distancbetween two tracks;
and (3) distance between the start and end locations of two tacks.

Second, we delete low-con dence tracks. Through extensivexperiments on
development data, we observe that false alarm tracks that stvive motion-based
tracking are typically characterized by low classi er con dencec; throughout.
Therefore, we eliminate all tracks for which the maximum classi er con dence ¢
is less than 2.3and does not rise above 2.0 for at least 10% of the track's existee.
This two-tiered criteria was found to be the most discriminating between false
alarm tracks and true face tracks.

Third, we delete tracks that exhibit very little movement th roughout the
lifetime of the track as long as they do not meet a more stringat con dence test.
As with the con dence-based tests above, we observed throdgexperiments that
near-stationary tracks are much more likely to be persistehfalse alarm tracks
than true positive tracks. Finally, we adjust the face bounding-box sizes output
by our system through a constant mapping to better conform tothe annotation
guidelines for CHIL and VACE-supported tasks, respectivey, as specied in
Fig. 2. This nal step is the only di erence in processing between the CHIL and
VACE tasks.

2 System Performance

2.1 Accuracy

Here, we report accuracy performance over the VACE and CHIL est data sets for
face detection and tracking. Fig. 3 summarizes our results Y data set. VACE-1
results exclude clips #04, #28, #31 and #37 (per the scoring protocol at NIST),
while VACE-2 results exclude three additional clips from a sh-eye overlead
camera (#15, #18 and #19), which contain faces in very atypic al poses { poses
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Fig. 3. Accuracy performance: Ng = # of evaluation frames; No = # of ground-truth
objects; Nt = # of ground-truth tracks; DP = detection pct. =100 Np =No, where
Np = # of detected objects; FAP = false alarm pct. = 100 Nra =No, where Nga
= # of false alarms; AOR = avg. area overlap ratio; TDP = track detection pct.
=100 Ntp =Nt, where Ntp = # of tracks at least partially detected; MMP =
mismatch pct. =100 (Ns + Nm )=No, where Ns = # of incorrect ID splits and Ny
= # of incorrect ID merges.

which our system is not trained to detect. In fact, similar points-of-view are
speci cally omitted from the CHIL face detection and tracki ng task (i.e. camb).
The results in Fig. 3 were generated using PittPatt's internal evaluation software
and subsequently veri ed with version 5.1.6 of the USF evalation software.®> For
the CHIL data, we enforced the agreed-upon criterion that atleast two of the
three annotated landmarks (i.e two eyes, nose bridge) be vilsle in order to be
considered a valid ground-truth object. For both the CHIL and VACE data, a
ground-truth object and system object must have an overlap atio of at least 0.2
to be considered a valid correspondence.

2.2 Speed

In Fig. 4 we report speed performance over the VACE and CHIL test data sets®
All evaluation runs were performed on a standard PC with a Dud 3GHz Intel

5 Very minor discrepancies exist between our results and those produced by the
VACE/CHIL evaluators. We compared against ground truth usi ng real-valued ver-
tices for face bounding boxes, while the VIPER and CHIL syste m-output format
conventions force conversion to integer-valued vertices. This di erence is the most
likely cause for these discrepancies.

% The RTF's reported herein di er from those submitted with ou r evaluation results
in March because of an error in computing the SSD's for some of the test data.
Moreover, for the VACE data, the numbers reported herein cor respond to video-
frame I/O in JPEG format, while the numbers submitted in Marc h correspond to
video-frame 1/O in PGM format.
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Fig. 4. Speed performance:FP S = frames per second; SSD = source signal duration;
TPT = total processing time (including all initialization and I /O); RTF = real-time
factor = SSD=TPT (values greater than 1.0 correspond to better-than-real-t ime pro-
cessing).

Xeon 5160 processor, 4GB of RAM, and a Seagate Barracuda 508GSATA Il

(3.0GB/s) hard drive, running the Ubuntu 6.06 operating system (Linux). In

Fig. 4, note that real-time factors (RTF) greater than 1.0 correspond to better-
than-real-time performance. Over the entire CLEAR 2007 te$ data (VACE and

CHIL combined), our system processed 15.1 hours of video inpproximately 9.4
hours for an average RTF of 1.6.

3 Speed Performance Analysis

3.1 Speed Improvements

In Fig. 5, we illustrate the algorithmic speed improvement for our system since
the VACE 2005 and CLEAR 2006 evaluations. The average RTF of 16 for the
CLEAR 2007 evaluation represents a200 speed-up since CLEAR 2006, and a
500 speed-up since VACE 2005. For example, it would have taken ausystem
approximately 4700 hours of CPU time in 2005 to process 15 haa of video.
Spread over 10 CPUs, that corresponds to approximately 20 dgs; by contrast,
for this evaluation, it took less than 10 hours on a single mui-core PC.

Since 2005, about 15 of the overall improvement in speed performance is
due to better hardware performance and compilers. The remaiing speed-up is
attributable to the algorithm/code improvements discussed in Section 1.1 and
breaks down as follows:

1. Face- nder optimizations (algorithmic/code-level optimizations): 10
2. Parallelization of code for multi-core platform (4 coreg: 4

3. Selective visual attention: 6

We examine the impact of selective visual attention in greaer detail in the
following section.
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Fig.5. Algorithm speed improvement from 2005 to present. Each bar i ndicates the
range of real-time factors (RTF's) for the indicated data se ts on a per-clip basis.

3.2 Selective Visual Attention

Here, we demonstrate the e ect of selective visual attentim on both the speed
and accuracy of the overall system. Fig. 6 illustrates the sped-up gained through
selective attention, while Fig. 7 illustrates the accuracydi erence between full-
frame processing and processing with selective attentionWith regard to speed,
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Fig. 6. (a) percent of pixels processed by face- nder after selective attention; (b) net
speed-up of overall algorithm due to selective attention.

we note that the average speed-up factor (6.16) is less tharhe theoretical maxi-
mum (1=11:39% 8:78) due to the computational cost of the selective attention
algorithm itself and the overhead associated with processig image regions in
the face nder. We have also tested the algorithm on more dynanic video, with
moving cameras and frequent scene breaks, and have observetaller, but still
substantial savings, both in terms of the percentage of pixks processed ( 25%)
as well as the net speed-up factor ( 3). Therefore, the applicability of the
selective attention algorithm extends well beyond static/ xed camera scenarios.
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Fig. 7. Accuracy comparison between full-frame processing and pracessing with se-
lective attention. Red points correspond to full-frame pro cessing, while green points
correspond to selective-visual attention processing.

In terms of accuracy, the overall di erence in performance § very small and
may not be statistically signi cant in light of the ground-t ruth annotation limi-
tations discussed in Section 4.1.

4 Accuracy Performance Analysis

4.1 Ground-Truth Limitations

In analyzing how the accuracy of our re-designed algorithm hs changed from
previous evaluations, it is important to rst understand th e limitations of the
ground-truth annotations against which our algorithms are evaluated. Any errors
or inconsistencies in the ground truth introduce uncertairty in the accuracy
results. Performance comparisons between di erent algothms across common
source data must therefore be judged in the presence of thisnegertainty.

Given the large amount of data that has been annotated for theCLEAR
2007 evaluation (approximately 100,000 video frames), weacognize that human-
generated ground truth will contain errors, as in \to err is human." As such, this
discussion is not meant to criticize the evaluation organiers, but rather to high-
light the challenges in interpreting the results of such a lage-scale evaluation.

Our analysis of the ground-truth annotations is based on extacting and vi-
sually inspecting every scored miss and false alarm for ourystem output (e.g.
15,278 misses, 7,909 false alarms over the CHIL test data).his process has led
us to conclude that a non-negligible number of faces are eidr improperly an-
notated, or not annotated at all. The vast majority of these suspect annotations
correspond to faces that are visually ambiguous to varying dgrees. Typically, one
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Fig. 8. Suspect ground-truth annotations: (a) faces that are not an notated but detected
by our system (red boxes), resulting in erroneous false alams; (b) visually ambiguous
faces scored as misses (cyan boxes are ground truth).

or more of the following factors contribute to this visual ambiguity: (1) poor im-
age quality due to compression artifacts; (2) motion blur orvideo interlacing; (3)
substantial occlusion; (4) small face size; and (5) extrem@oses, such as pro les
turned substantially more than 90 from the camera, and downward-looking
faces. Suspect annotations fall into two broad categorieg(1) faces (visually am-
biguous or not) that are not annotated at all; and (2) visually ambiguous faces
marked as \visible" (e.g., for CHIL annotations, two or more valid landmarks
exist in the ground truth). Fig. 8 gives a few examples of both

For our system output over the CHIL test data, we conservatively identi ed
3,805 scored false alarms, where a face is clearly containedthin the system-
output bounding box.” This corresponds to roughly 48% of all reported false
alarms. Interestingly, if we factor these false alarms out éour results, the aggre-
gate false alarm percentage over the CHIL data would drop to 833%, which is
much closer to the VACE results (5.19%), where fewer of this ype of error are
evident. For VACE, visually ambiguous faces are marked as sth and are treated
as Don't Care Objects (DCOs); the CHIL protocol does not, however, contem-
plate the marking of DCOs. The absence of DCOs in the CHIL anngations most
likely accounts for many of the suspect annotations.

Given our ground-truth analysis, it is highly probable that the \true" false
alarm percentage is lower, and the \true" detection percentge is higher than
what is reported. Moreover, small accuracy variations across algorithms may
well be within the noise of the annotation errors and, therebre, do not o er
su cient evidence of the relative ranking of algorithms in t erms of accuracy.

” We did not aggregate similar statistics for misses, since these tend to be more sub-
jective.



4.2 CLEAR 2006 vs. CLEAR 2007

Here, we examine accuracy di erences between our current gbrithm and those
run for the CLEAR 2006 evaluation. To get an apples-to-apples comparison, we
ran our current algorithm on the CHIL 2006 test data, for which we have results
from CLEAR 2006 [1].2 Fig. 9 reports detection results for the VACE and three
CHIL 2006 data sets.
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Fig. 9. Accuracy comparison between CLEAR 2006 and CLEAR 2007 algorithms. Red
points correspond to 2006 results, while green points correspond to newly generated
2007 results.

Overall, these results suggest that our current algorithm gerates at a lower
false alarm percentage and a correspondingly lower detecth percentage than
our 2006 algorithms, although the total error rate (i.e. misses + false alarms)
di ers by less than 1%. The largest accuracy di erence occus for the UPC-06
data set, where our current algorithm dramatically reducesthe false alarm per-
centage from 29.7% to 10.1%, and the IBM-06 data set, where thdetection rate
drops from 77.9% to 69.6%. This drop in detection accuracy isnost likely related
to more aggressive stage-1 elimination thresholds in the & nder, which al-
low fewer low-con dence stage-1 detections through to late and more accurate
processing stages. The more aggressive settings were sadddo speed up later-
stage processing in the face nder. Since the faces occurgnwithin the IBM-06
videos are, on average, very small, and consequently loweor dence, those data
are most susceptible to the new settings. Given our ground+uth analysis, how-
ever, further investigation is required to more completely characterize accuracy
di erences across diverse video sources.

8 The VACE test data is identical for CLEAR 2006 and CLEAR 2007.
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