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Abstract.  This paper preserts a visual particle lter for jointly track-
ing the position of a person and her head pose. The resulting informa-
tion may be used to support automatic analysis of interactive people
behaviour, by supporting proxemics analysis and providing dynamic in-
formation on focus of attention. A pose-sensitiwe visual likelihood is pro-
posedwhich modelsthe appearanceof the target on a key-view basis,and
usesbody part color histograms as descriptors. Quantitativ e evaluations
of the method on the 'CLEAR'07 CHIL head pose' corpus are reported
and discusssed.The integration of multi-view sensing,the joint estima-
tion of location and orientation, the use of generative imaging models,
and of simple visual matching measures,make the system robust to low
image resolution and signi cant color distortion.

1 Intro duction

Non verbal behavior, which includes gaze and expressions,is one of the most
important aspects of human interactions [3]. Its analysiscomplemeris the infor-
mation derived from macro features of verbal behavior, such as speaker turns
patterns, supporting group behavioral studies. Automatic analysis of peoplein-
teraction is then most naturally posedwithin an audio-visual framework [4].
Mutual distances(proxemics[9]) and orientations (focus of attention) of inter-
acting people provide information valuable in determining group dynamics and
roles. Automatic tracking of people location supports proxemics studies while
reliable computation of head orientation, that is highly correlated to the real fo-
cusof attention of interacting people,providesadditional support to behavioural
studies.

The CLEAR'06 workshop [10] recertly addressedthese tasks and provided
a quartitativ e comparison of seweral techniques. Many approacesare basedon
head detection followed by pose estimation, often using neural networks clas-
siers (e.g. [5{7]). A somehav dierent approad is followed in [8] where pose
estimation is computed by Bayesianintegration of the responseof multiple face
detectorstuned to di erent views. Howewer, the separationinto two stagesmay
result into sub optimal performance.A potentially more robust approac pro-
posedin [1,2] is to estimate jointly location and orientation using a mixed-state
particle lIter.
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This paper focuseson the joint determination of headposition and orientation
(horizontal and vertical) of peoplemonitored with multiple cameras.The system
relies on a Bayesian framework exploiting probability density distributions in
state space.This approac easesthe integration of information from multiple
cameras(or even heterogeneousensors)and opensthe way to dynamic trade-o
between accuracy and computational load. A generative likelihood is proposed
that adopts a low-dimensional shape and appearancemodel of the target with
an assaiated rendering procedurethat supports real time processing.Although
capableof operating reliably with a single camera,top-level fusion of likelihoods
yields improved accuracy

The next sectionintro ducesthe model usedfor visual tracking and the corre-
sponding likelihood measure.The integration of multiple viewsand of a model of
temporal dynamicsis then addressedn Sec3. Experimental results are reported
in Sec.4, and Sec.5 hasthe conclusions.

2 App earance lik eliho od for pose trac king

Following Bayesian approadches to object tracking, we describe the target in
terms of a low-dimensionalrepreseration of its visual appearancebasedon color
and shape. For a given pose hypothesis, the shape model is usedto identify a
pair image patcheswhere head and torso are expectedto appear. Within these
patches we use color histograms to describe the appearanceof the body parts.
Following advantagesarise.

{ The useof histogramso ers robustnessto small misalignmerts, slight illumi-
nation changesand to noisederiving from non-modeled articulated motion;

{ part-basedde nition of the model highlights appearanceindependencethat
usually exists betweenthe di erent body parts dueto skin color and clothing;

{ the likelihood function build upon sucdh model is sensitive enoughto carry
out the task, while at the sametime remains simple and e cien t.

For the sake of clarity we now de ne the represeniation adoptedto describe
a target pose.The con guration, or state, of the target is described in terms
of its position on a horizontal referenceplane (e.g. the o or), horizontal torso
orientation, and its head pan and tilt angles. Thus, a poseis described by a
5-dimensional vector.

2.1 Shape

A coarse,part-based 3D model identifying the scenevolume occupied by a per-
sonin a specic poseis adopted for shape, similar to the generalized-cylinder
model proposedin [11]. This model is showvn in Fig. 1 and is assenbled from
a set of rigid cone trunks. To represen a given posein 3D, these trunks are
positioned, scaled and oriented according to o or location, target height and
body part orientations. To obtain the image projection corresponding to a pose
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Fig. 1. 3D shape model parametrized by o or position (x;y), body orientation  and
head pose ( ; ) (pan and tilt angle), and an approximate, but e cien t, rendering
implementation which still conveys imaging artifacts such as perspective distortion
and scaling. Note the oset of the head patch from the cerntral axis which gives a
strong cue for head poseestimation.

for a given view, meshbasedrendering techniquestaken from the eld of Com-
puter Graphics [15] could be applied. More e cien tly, we proceedas follow. A
triple of 3D points is computed from the posevector which represent the certer
of hip and shoulder, and the top of head. These points are projected onto the
cameraframe using a calibrated cameramodel. The segmefs joining theseim-
agepoints de ne the 'backbone' around which the body pro le is drawn with a
piece-wiselinear o set from this axis. The prole width W of the upper torso
changesin accordancewith the relative orientation ! of the body to the ob-
serer. More precisely we modulate the projected physical body width with the
factor W(!') = 0:7+ 0:3 jcoq!)j. Similarly, the relative head orientation

is taken into accourt to modulate the projected head width. The head patch
also has a horizontal oset O from the axis which scalesas a function of
O( ) = 0:38 sin( ). This rendering procedureis fast and su cien tly accurate
on near-horizortal views such as the onescaptured by camerasplaced in the
cornersof a room.

2.2 Color

To render the color histograms (RGB, 8 8 8 bins) within the two body parts
identi ed by the shape model we adopt a view-basedrendering approad. The
basicideais to record a setof key views of the target prior to rendering, to extract
the corresponding descriptions (i.e. color histograms) for ead body part and to
then generatethe histogramsfor a new poseand view by interpolation from these
pre-acquiredkey histograms. How to acquire such key views for a target will be
discussedlater; for now their availability is assumed.The histogram rendering
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Fig. 2. Histogram synthesis. The cube facesrepresert pre-acquired top, front and side
view of the object as seenfrom a new viewpoint. A weight is assignedto ead view
according to its amount of visible area (which is proportional to the cosineangular o set
to the new views). New object appearanceis then generatedasa weighted interp olation
of these histograms.

procedurefor a speci ¢ posethen works for ead body part asdepictedin Fig. 2.
Giventhe spatial orientation  of the consideredbody part, the setof neighboring
model viewsv 2 V( ) that point towardsthe camerais identi ed. Corresponding
key view histograms h, are then combined to get the new appearanceby linear
interpolation X

h( ) = wy( ) hy )
v2Vv( )

Interpolation weights wy, ( ) sumup to 1 over the setV( ) and accourt linearly
for the angular o set from the current viewing direction

wy( )/ 2 cos Y(h-;~i) (2

Here h~;~,i denotesthe scalar product betweenthe 3D versorspointing in the
direction of poseorientation and key view orientation . Note that histogram
interpolation is required only for body parts on which the appearancechanges
signi cantly with the viewing orientation. This is usually only the casefor the
head (skin colour vs. hair colour), while for the torso a single histogram should
su ce. This method supports histogram rendering from any viewing orientation,

including top-down views. In setupswhereonly lateral views are available (typi-

cally camerasplacedin the cornersof aroom) it is su cien t to acquire key view
histograms for side views only (lik e those seenin Figure 3), and interpolation

for a new view can only be achieved for the two closestones.We have usedthis
faster rendering strategy in the implementation of the tracker described brie y

later.
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Fig. 3. Candidate histogram extraction procedure. The shape model is usedto identify
candidate body parts from which color histograms are extracted and nally compared
to the rendered ones.

2.3 Lik eliho od extraction

Fig. 3 shawvs the di erent stepsin the likelihood calculation. To obtain the like-
lihood p(zjx) of a posehypothesisx on a newinput frame z we utilize the shape
rendering function to identify potential headand upper torso patcheswithin the
image. From theseregionsa pair of color histograms is extracted and compared
to the synthetic onesrenderedfor x as explained in the previous section. This
comparisonis made using sum of Bhattacharrya-coe cien t baseddistance [12]
betweennormalized histogramspairs. If a"; a! is the areaof body part projections
and h; ht and h" ; ht  denote normalized extracted and modeled histograms re-
spectively, the likelihood assignedis

ah P (h}; i) + aldP(hy: hiy)

p(zix) / exp 5 2@ + &) ®)
with normalized histogram distance given by
X2p
d?(hk) =1 hiki: (4)

i=1

Formally, d considersthe angle betweenthe two versorsh;; k;. Parameter can
be usedto cortrol the selectivity of this function and is set empirically to 0.12.
This likelihood is background-independert and can therefore be usedwith active
camerasor when the badkground sceneis itself dynamic (containing non-tracked
motion, video projector transitions, etc.). Note that the presenceof the torso in
the model provides a cue that may allow to distinguish betweendi erent people
in the scene.

It is worth to underline that the use of color histograms as appearancede-
scriptors results in a loss of spatial information. At rst sight, this may seem
disadvantageousfor the task of head poseestimation: symmetric posesmap into
the same, ambiguous histograms. This ambiguity, however, is resolved by the
shape model usedto extract the histograms. Sincethe pro le of the upper body
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of a personis di erent where head histograms are similar and viceversa, di er-
ent image regions are taken into account when they are extracted, thus pose
can be unambiguously determined from a single view. At the correct con gu-
ration the projected shape ts tightly the obsened silhouette, thus body part
histograms are extracted at the correct regions, providing good matching scores.
At the other hand, the histograms extracted for a wrong con guration contain
a signi cant amount of noise due to badground contributions and body part
misalignmert. This explains the method's good performancein spite of using
simple features, which is underlined by the experimentations reported in Sec.4.

3 Multi-view Particle Filter

Generative approades provide a suitable framework for state estimation from
multi-sensor streams. Sincethe likelihoods proposedin this paper do referto the
same, spatial, target represenation, independertly of the camerathat is used,
their integration becomesparticularly simple and remains consistert with the
measuremen process.Under the assumptionthat obsenations are conditionally
independert giventhe signalto be estimated (i.e. posetra jectory in our context),

the joint likelihood of a setz = fz'g of measuremets factorizes

Y
p(zix) = p(Z'jx): 5)
|
Although not guaranteed in theory, this independenceassumptionis commonly
acceptedin the sequetial Bayesian ltering. The ewaluation results reported in
Sec.4 suggestthat this is an largely acceptableapproximation for our task.

As common for online estimation, the signal is modeled as a rst order
Markov processwith dynamical model p(x¢jx; 1) andinitial distribution p(Xo).
This enablesto compute a new estimate p(x¢jz;.¢) solely from the actual ob-
senations z; = fzt‘g and its previous estimate p(x; 1jzi:t 1) using stochastic
propagation and Bayes law

Z

pP(Xtjz1:e) [ p(zejxt)  P(XejXe 1)P(Xe 1jZ1: 1)dXp 1t (6)

This de nes the sequetial Bayes lIter: the integral term represerts the predic-
tion p(x:jzi+ 1) which is aligned with the evidencecontained in the obsenation
by a likelihood. To accoun for uncertainty and ambiguity, a non-parametric rep-
resenation of the estimatesin form of a set of represenativ e sample states (the
particles) is adopted. This approximation mapsthe above recursioninto a sam-
pling algorithm known as particle Iter [14]. Each particle carries a hypothetic
posede ned in terms of 2D target position, headand body orientation, extended
with 2D target velocity for the purposeof temporal propagation, resulting in a
7-dimensional state space.

The dynamical model is de ned in terms of a rst order autoregressie pro-
cess:ead particle is linearly propagatedalongits velocity componert according
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Fig. 4. Model acquisition for target 'person03' frontal, side and back view, and ex-
tracted contours used for shape matching.

to the time elapsed,and zero-meanGaussiannoiseis addedto position, velocity
and head orientation (variance is 0.6m/s, 0.3m/s? and 2 /s, respectively). Af-
ter sampling a new particle set from p(xjz;:; 1), likelihoods are computed for
the di erent views and particle weights are assignedas their product. Weighted
resampling can then be applied in a straightforward manner. The initial parti-
cle set is sampled uniformly from the domain. The output of the probabilistic
tracker is computed as the expectation over the current, weighted particle set.

4 Evaluation results

The proposedposetracker has been evaluated on the 'CLEAR'07 CHIL Head
Pose'corpus. Projected head bounding boxes provided with the corpus have not
been used at all (head position is implicitly estimated by the tracker itself).
Sincethe visual appearanceis explicitly modeledin the likelihood, the system
doesnot needany training phase:therefore, we did not utilize the developmen
data set provided with the corpus.

Sequenceshave been processedon a 2.3Ghz Xeon bi-processordual core
computer, using about 50% of the computing capacity. 1000particles have been
used for jointly tracking target location and head pose, image resolution was
sub-sampledto 320x240,processingwas done with a real-time factor of 3. Post-
evaluation experiments suggestthat much lessparticles could be usedachieving
comparableperformance', making real time processingpossibleon a o -the-shelf
PC. Fig. 5 displays someframes of the tracker output on the CLEAR corpus.

! We have used 500 particles to track in real time at image resolution 240 180,
obtaining only a slight decreasein accuracy.
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CHIL corpus|person01h person02| person03| person04| person05
Mean Error Pan | 29.52deg |19.93deg|30.43deg|37.25deg|31.95deg|26.61 deg
Mean Error Tilt 16.32deg | 8.62 deg |23.60deg|13.36 deg|21.53 deg|12.73 deg
Mean Error Joint| 35.67deg |22.69deg|41.27 deg|40.07 deg|41.24 deg|31.45 deg

Table 1. Estimation errors on the CLEAR'07 CHIL Head Posecorpus.

App earancemodelsfor the di erent targets have beenacquiredprior to track-
ing, through an automatic procedure,asfollows. The ertire sequencas searted
for the most frontal face shot by template matching (using a genericface tem-
plate) and symmetry analysis (within the detected face) [17]. Best matchesare
further analyzed by matching measuredcortours and the shape model outlines
in all four views (seeFig. 4). Key view histograms for front, sideand badk views
are then extracted from the image quadruple with the best scoring con gura-
tion, annotated with shape parameters(target height and width) carried by suc
con guration. The readeris referredto [16]for details on the model acquisition.

Table 1 preserts the performanceof the proposedapproac on the 'CLEAR'07
CHIL Head Pose' corpus. Reported data include the arithmetic meansof pan
and tilt absolute error, and of the joint absolute error computed as

( ;)= cos v, ;Vi; 7)

where hv. ;Vi is the internal product between hypothesis and ground truth

normalized orientation vectors, respectively. The dominant information for de-
tecting people'sfocus of attention is head pan, which is estimated with an av-
erageerror of lessthan 30 deg. In spite of using simple, low-dimensional image
features and low-resolution input with signi cant color distortion, the proposed
approad achieves su cien tly accurate pose estimation to support automatic
behaviour analysisin meetings.

5 Conclusions and future work

Automatic analysisof interactive peoplebehaviour is an emerging eld wheresig-
ni cant researd e orts of the audio and image processingcommunities corverge.
Data from multiple and heterogeneoussensorsmay be integrated to obtain de-
tailed reports of peopleactivity enriching the knowledge of people position with
additional information such astheir relative orientation and their speaking ac-
tivit y. Future work will addressthe integration of audio cuesin the estimation
process.

We described a vision systemfor tracking at the sametime people position
and headorientation using multiple cameras.The approacd, basedon a Bayesian
framework, is able to incorporate evidencefrom multiple sensors.easily trading
0 accuracy for complexity.
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Fig. 5. Tracker output for 'person01b’, 'person03'and 'p erson05': the shape model uti-
lized for estimation hasbeenrenderedat the con guration computed asthe expectation
over the current, weighted particle set.



10

6

Lanz and Brunelli

Acknowledgmen ts

Researt partly funded by the EuropeanUnion under project IP 506909:CHIL -
Computers in the Human Interaction Loop.

References

1

2.

10.

11.

12.

13.

14.

15.

16.

17.

S. 0. Ba and J. M. Odobez, A probabilistic framework for joint head tracking and
poseestimation, in Proc. of ICPR 2004, Vol. 4, pp 264-267

S. O. Ba and J. M. Odobez, A Rao-Blackwellized mixed state particle Iter for
head posetracking, in ACM-ICMI Workshop on Multi-mo dal Multi-p arty Meeting
Processing (MMMP) , Trento, ltaly, 2005, pp 9-16

. K. Parker, Speaking turns in small group interaction: A context-sensitive event

sequencemodel, Journal of Personality and Sccial Psycholayy, 54(6):965-971,1988

. R. Stiefelhagen, J. Yang, A. Waibel, Modeling Focus of Attention for Meeting

Indexing based on Multiple Cues, IEEE Transactions on Neural Networks, July
2002, Vol. 13, Number 4, pp. 928-938.

. N. Gourier, J. Maisonnasse,D. Hall, J.L. Crowley, Head Pose Estimation on Low

Resolution Images, Proc. of CLEAR'06 Workshop, Southampton, UK, to appear
on Springer LNCS Series, 2006

. M. Voit, K. Nickel, R. Stiefelhagen,Multi-View Head PoseEstimation using Neural

Networks, in Proc. of the 2nd Canadian Conference on Computer and Robot Vision
CRV'05, pp. 347-352,2005

. C. Canton-Ferrer, J. R. Casas,M. Pardas, Fusion of multiple viewpoint information

towards 3d facerobust orientation detection, in IEEE International Conference on
Image Processing Genoa, Italy, Vol. 2, pp 366- 369, 2005

. Z. Zhang, Y. Hu, M. Liu, T. Huang, Head PoseEstimation in Seminar Room using

Multi View Face Detectors, Proc. of CLEAR'06 Workshop, Southampton, UK, to
appear on Springer LNCS Series, 2006

. E. T. Hall, The Hidden Dimension: Man's Use of Spacein Public and Private,

Garden City, N.Y.: Doubleday

Proceedingsof CLEAR'06 Workshop: Classi cation of Events, Activities and Re-
lationships (http://www.clear-evaluation.org/ ), Southampton, UK, to appear
on Springer LNCS Series, 2006

M. Isard, J. MacCormick, BraMBLe: A Bayesian Multiple-Blob Tracker, in IEEE
International Conference on Computer Vision and Pattern Recognition, 2000

D. Comaniciu, V. Ramesh, P. Meer, Real-Time Tracking of Non-Rigid Objects
using Mean-Shift, in IEEE International Conference on Computer Vision, 2003
S.T Birch eld, S. Rangarajan, Spatiograms versus Histograms for Region-Based
Tracking, in IEEE International Conference on Computer Vision, 2005

A. Doucet and N. de Freitas and N. Gordon, Sequential Monte Carlo Methods in
Practice, Springer Verlag, 2001

OpenGL: The Industry's Foundation for High Performance Graphics. [Online]:
http://www.op engl.org/

Proceedingsof CLEAR'07 Workshop: Classi cation of Events, Activities and Re-
lationships (http://www.clear-evaluation.org/ ), Baltimore, USA, to appear on
Springer LNCS Series, 2007

R. Brunelli and T. Poggio, Template Matching: Matched Spatial Filters and Be-
yond, Pattern Recognition, Vol. 30, No. 5, 751-768,1997



